CS388: Natural Language Processing

Lecture 20:

Language and
Code

credit: Deepmind

Slides credit: Greg Durrett



Announcements

- HW4 is out. Q1: 3" error, we will accept any 2
> Quiz 4: Nov 17
> Final projects: start working on them, don’t leave it to the last week.



This Lecture

> Semantic parsing

> Logical forms

> Parsing to lambda calculus
> Seg2seq semantic parsing
» Language-to-code

> Coding agents



Semantic Parsing



Model Theoretic Semantics

» Key idea: can ground out natural language expressions in set-
theoretic expressions called models of those sentences

- Natural language statement S => interpretation of S that models it

She likes going to that restaurant

> Interpretation: defines who she and that restaurant are, make it able to
be concretely evaluated with respect to a world

> This is a type of truth-conditional semantics: reduce a sentence to its
truth conditions (configuration of the world under which it is true)

> Our modeling language is first-order logic

>~ Entailment (statement A implies statement B) reduces to: in all worlds
where A is true, B is true



First-order Logic

» Powerful logic formalism including things like entities, relations, and
guantifications

Lady Gaga sings
> sings is a predicate (with one argument), function f: entity — true/false

> sings(Lady Gaga) = true or false, have to execute this against some
database (world)

» Quantification: “forall” operator, “there exists” operator

Vx sings(x) V dances(x) — performs(x)

“Everyone who sings or dances performs”



Montague Semantics

S
/\ Id Name Alias Bilirthdate Sings?

NP VP e470 Stefani Germanotta Lady Gaga 3/28/1986 T
/\ ‘ e728 Marshall Mathers Eminem 10/17/1972 T

NNP NNP VBP
Lady Gaga sings

Database containing entities, predicates, etc.

~ Richard Montague: operationalized this type of semantics and connected
It to syntax

- Denotation: evaluation of some expression against this database
[ [Lady Gaga]] = €470 [ [sings (ed470)]] = True

denotation of this string is an entity denotation of this expression is T/F



Montague Semantics

sings (e470)
S function application: apply this to e470

D N

=470 NP VP Ay. sings (y)

N\ \

NNP NNP VBP
Lady Gaga sings ) vy. sings (y)

takes one argument (y, the entity)
and returns a logical form sings (vy)

> We can use the syntactic parse as a bridge to the lambda-calculus
representation, build up a logical form (our model) compositionally



Combinatory Categorial Grammar

» Steedman+Szabolcsi (1980s): formalism bridging syntax and semantics

> Parallel derivations of syntactic parse and lambda calculus expression

> Syntactic categories (for this lecture): S, NP,
“slash” categories

> S\NP: “if | combine with an NP on my Singss(e728>
left side, | form a sentence” — verb —_—
NP S\NP
> When you apply this, there has to be a Ay. s1ngs (y)
parallel instance of function Eminem sings

application on the semantics side



Combinatory Categorial Grammar

» Steedman+Szabolcsi (1980s): formalism bridging syntax and semantics

> Syntactic categories (for this lecture): S, NP, “slash” categories

> S\NP: “if | combine with an NP on my left side, | form a sentence” — verb
> (S\NP)/NP: “I need an NP on my right and then on my left” — verb

with a direct object S
borders (el01l,e89)
S S\NP
s1ngs (e/728) Ay borders (y,e89)

NP S\NP NP (S\NP)/NP NP
e/28 || Ay. sings (y) 101 |[ax.ry borders(y,x)|| €89

Eminem sings Oklahoma borders Texas



CCG Parsing

What states border Texas
(S/(S\NP))/N N (S\NP)/NP NP
AfAg A x. f(x) A g(x) Ax.state(x) Ax.A\y.borders(y,x) texas
(S\NP)

Ay.borders(y, texas)

- “What” is a very complex type: needs a noun and needs a S\NP to
form a sentence. S\NP is basically a verb phrase (border Texas)

Zettlemoyer and Collins (2005)



CCG Parsing

What states border Texas
(S/(S\NP))/N N (S\NP)/NP NP
AfAg A x. f(x) A g(x) Ax.state(x) Ax.A\y.borders(y,x) texas
> >
S/(S\NP) (S\NP)
Ag.\x.state(x) A g(x) Ay.borders(y, texas)
>
S

Az.state(x) A borders(x, texas)

- “What” is a very complex type: needs a noun and needs a S\NP to
form a sentence. S\NP is basically a verb phrase (border Texas)

- Why are we talking about this in this lecture? Because this lambda

calculus expression is basically executable code. |
Zettlemoyer and Collins (2005)



CCG Parsing

» These question are compositional: we can build bigger ones out of
smaller pieces

What states border Texas?

What states border states bordering Texas?

What states border states bordering states bordering Texas?

Zettlemoyer and Collins (2005)



Training CCG Parsers

> Training data looks like pairs of sentences and logical forms

What states border Texas AX. state(x) A borders(x, e89)

What borders Texas AX. borders(x, e89)

> Unlike PCFGs, we don’t know which words yielded which fragments of CCG

> Very hard to build a conventional parser for this problem

Zettlemoyer and Collins (2005)



Semantic Parsing as Translation

“What states border Texas”

1

lambda x ( state ( x ) and border ( x , €89 ) ) )

~ Write down a linearized form of the semantic parse, train seq2seq models

to directly translate into this representation (similar to code generation
like GitHub Copilot)

~ What are some benefits of this approach compared to grammar-based?

~ What might be some concerns about this approach? How do we mitigate

them? | |
Jia and Liang (2016)



Applications

> GeoQuery (Zelle and Mooney, 1996): answering questions
about states (¥80% accuracy)

£ XA\

- Jobs: answering questions about job postings (~“80% accuracy) Ray Mooney:
UT Austin legend

- ATIS: flight search

~ Can do well on all of these tasks if you handcraft systems and use
plenty of training data: these domains aren’t that complex and
models these days can produce well-formed outputs



Code Generation

- Suppose we are going to generate source code like in Codex/GitHub
Copilot. What differs from generating natural language?

» What differs from semantic parsing?

> In spite of these differences, the “obvious” thing is to do some pre-
training and see how far we get!



Generating Code



CodeT5

"Increment value”
"def inc_value(x):..."
—P-"true"

"if x == 0: X += 1"

"Summarize Python: def inc_value(x):..."

"Generate Python: increment value”

"Defect: if x=0: x += 1"

"Refine: if x=0: x += 1"

"Translate Python to C: if x==0: x += 1" i (x==0) {x +=1;}"

Figure 1: Illustration of our CodeT)S for code-related understanding and generation tasks.

- Key idea: code analogue of T5 that should be able to map language to
source code

Wang et al. (2021)
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Masked Input

# recursive
binarySearch (arr, left, right, x):
mid = (left +
arr == X:

binary search
[ mid ]

-------------------------'
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CodeT5

---------------------------------------------------------------------
-’
N

Masked Input

binarySearch
right

---------------------"

! Bimodal Input
[0 1 01 0010 O 1} i . .
| # Iecursive Linary search . binarySearch (arr, left, right, x):
| binarySearch (arr, left, right, x): mid = (left + right) //
arr [ mid | == x : : mid = (1?ft + right) // arr mid] == x:
i arr mid] == x: :
E mid

(b) Identifier Tagging ;

~ ’
.........................................................

> Predict (a) spans; (c) identifiers; (d) language from code and vice versa

» What's different from normal T5?

Wang et al. (2021)
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CodeT5

> Pre-trained on data from

y 4 NL PLs W/ NL W/o NL  Identifier
several language an
sUds = ( Ruby 49,009 110,551  32.08%
Z | JavaScript | 125,166 1,717,933  19.82%
° ° O
- Applied to several generation 5] 60 319,132 379,103 19.32%
| o 2| Python 453,772 657,030  30.02%
tasks: C?de summarlzatlgn, 3| Java 457,381 1,070271  25.76%
generation, and translation © | PHP 525,357 398,058  23.44%
(between programming 3¢ C IM ' 24.94%
Ol CSharp 228,496 856,375  27.85%
languages)
Total 3,158,313 5,189,321 8,347,634

- Also used for classification like bug detection (can be fine-tuned like

BERT-style models)
Wang et al. (2021)



CodeT5

> Generation task from

Methods EM BLEU CodeBLEU

CONCODE (lyer et al., 2018): GPTo 735 25 37 29 6
— CodeGPT-2 18.25 28.69 3271
o Lel] vecElomantas T enents sematizabie H) oo deGPT-adapted  20.10 3279 35.98
double[] weights; PLBART 18.75 36.69  38.52
Code to bo generatod automatically: CodeT5-small ~ 21.55 38.13  41.39
P for Cint i = 0; § < vectlonente length; ir¢ |  tdual-gen 1995 3902 4221

vecklements[1] += arg0; __ tmult-task 2015 3589  38.83
Y CodeT5-base 2230 4073~ 4320
+dual-gen 22.70 4148 44.10
+multi-task 21.15 37.54 40.01

> What do you think about this

evaluation?
notes the exact match.

Table 3: Results on the code generation task. EM de-
Wang et al. (2021)



Codex

- GPT-3 additionally fine-tuned on code (although they state that pre-
training on NL isn’t really helpful)

~ Modified tokenizer to handle whitespace better. Otherwise, no real
modifications!

> Up to 12B parameter models fine-tuned on Python

- One challenge is evaluation. How to go beyond BLEU/EM?

Mark Chen et al. (2021)



HumanEval

» Generate standalone Python functions from docstrings and execute them!

def solution(lst):
"""Given a non-empty list of integers, return the sum of all of the odd elements

that are 1in even positions.

Examples

solution(
solution(
solution(

return sum(lst[i] for i in range(0,len(lst)) if 1 ¥ 2 == 0 and 1lst[1] % 2 == 1)

8. 7. 11) =12
3, 3, 3, 3]1) ==9
0, 13, 24, 321]) ==>0

)
)

o
3
3

e N e I

> Handwritten benchmarks evaluated for correctness (“pass@k”:
generate k, see if one of them works)
Mark Chen et al. (2021)



A bl

Pass@Kk

0.7
0.6
0.5
0.4
0.3
0.2
0.1
0.0

HumanEval

Pass Rate vs Model Size

- pass@1 (T*=0.2)
- pass@100 (T*=0.8)

10°

10° 10’ 108 10°
Non-embedding parameters

1010
Mark Chen et al. (2021)



HumanEval

Sample Ranking Heuristics

> Another setting: can we

Oracle
generate a bunch Of : - Docstring backtranslation
. Sum logp
samples and then pick the Niaaii loi
correct one? This would | Random
be useful for rejection o
- ©
sampling :
(O
Q.

> Other experiments:
additional fine-tuning on
competitive programming
problems, docstring
generation

Number of samples (k)



Reflexion

> Follow-up to ReACT (some Lo

same authors) - 0.88
> Interact with environment, 0.8 -

generate a “reflection” 0.7 - 0.66 0.67

about that interaction, then ~ °&-
condition on that interaction  %5-

for the next round ol
0.3 - 0.26

> Very strong results on 0.2 -

HumanEval! 0.1-

0.0 -

PaLM CodeT+GPT-3.5 GPT-4 Reflexion+GPT-4

https://twitter.com/johnjnay/status/1639362071807549446 Shinn et al. (2023)
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assert f(x1) ==yl ‘ assert f(x1) ==yl
(2) 7 (3) (4) (5) d
- assert f(x2) == y2 _— —_— —_— assert f(x2) == y2
/
assert f(x3) == y3 assert f(x3) == y3

User Code Model Execution Feedback Model Code Model
| | | | def f (s): (2)
Given is a string s representing the day return (7 - ['SUN', ... , 'FRI', 'SAT'].index(s)) % 7
of the week today. s is one of SUN,
MON, TUE, WED, THU, FRI, or SAT. , , , ,
After how many days is the next Sunday Given input 'SUN’, the program returned 0, but the expected output was 7. (3)

(tomorrow or later)?

(1) 4 UNIT TESTS The code does not account for the case where the input is 'SUN’ and the output should ( 4)
# (EXECUTABLE) be 7. This can be fixed by removing the modulo operation.
assert £f('MON') == 6
assert f('WED') ==
assert f('SUN') == def f(s): (5)
return (7 — ['SUN', ... 5, "FRI', 'SAT'].index(s)) # % 7

s Self-Repair a Silver Bullet for Code Generation? Theo Olausson et al. (2023)
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» GPT-4 results on “APPS” dataset, frequently math-y programming puzzles
» Getting many initial programs and trying to repair each one once is the

best strategy Theo Olausson et al. (2023)



Generating unit tests

> UTGen: learn failing tests +
correct outputs without gold
code

» UTDebug: vote on outputs;
undo edits that don’t pass
more tests

~ Debugging: +12.35%
pass@1 on MBPP+ (hard)

LLM Self-Evaluate

X LLM Cannot Self-judge

Human-Written
$5¢ D

—_ =

X Requires Human Effort

X Requires Gold Solution

UTGen (Ours)

~ &

v Automated

v Reference-free (w/o Gold)

v Attacks Faulty Code

/

Problem Desc: Write a function to find the next smallest
palindrome of a specified integer, returned as an integer.

Faulty Code
def next_smallest_pld(num):
num % 10 == 0:
num += 1
not is_palindrome(num):
num -= 1 (%
num

Generated Unit Tests

next_smallest_pld(120) ==
¢ nNext_smallest_pld(123) ==
/

I UTDebug
,' Debugging w/ gen. tests

Fixed Code

def next_smallest_pld(num):
# Start checking from the next number
current = num + 1
not is_palindrome(current):
current += 1 &
current

121 Passed
131 Failed (Attack Success)

7
rB o @ E

Prasad et al. (2025), Learning to Generate Unit Tests for Automated Debugging



Agent Era

4 4 ) 4 )
One-shot (Codex) Prompt - Model - Code
N\ y, g y, g y,
4 ) 4 ) 4 ) 4
Self-repair loop Prompt - Model > Code Run tests
N\ y, g y, g y, N\

(" ) (" ) ("

Agent loop Task q Model j Environment: repo, shell, tests
g _J g _J g

> Self-repair: fixed loop, written by us
~ Agent: model picks each action and when to stop



SWE-Bench
() Issue K4 Unit Tests

data leak in GBDT due to warm J
start (This is about the non- Pre PR PostPR Tests

histogram-based version of... 19 Generated PR join_struct_col

+20-12 HHEN
vstack_struct_col

() Codebase BB sklearn

BB sklearn/ D regs.txt ) gradient_boosting.py +

. examples/ a setup,cfg 3 helper‘.py
D README.rst [J setup.py BB utils =

dstack_struct_col

matrix_transform

N2
CLOCSC A

euclidean_diff

> Input: GitHub issue + snapshot of the whole repo
~ Qutput: a patch that edits the repo
~ Graded by tests from the PR that fixed the issue

Jimenez et al. (2024), SWE-bench: Can Language Models Resolve Real-World GitHub Issues?



SWE-Bench

HumankEval SWE-bench (avg. per task)
Input Function signature + docstring Issue (195 words) + repo (3,010 files, 438K lines)
Output One function Patch: 1.7 files, 3.0 functions, 32.8 lines
Grading Unit tests Repo tests: fail-to-pass + pass-to-pass

» Best model at release (Claude 2 + retrieval): 1.96% resolved

Chen et al. (2021), Evaluating Large Language Models Trained on Code
Jimenez et al. (2024), SWE-bench: Can Language Models Resolve Real-World GitHub Issues?



SWE-Bench

SWE-agent Agent-Computer Interface (LE Computer

LM-friendly commands
</ Navigate repo .9 Search files

- = View files B Edit lines k= Filesystem
=M Agent BB sklearn/
LM-friendly BB examples/
| environment feedback [ README.rst
» SWE-agent: tools built for the model to view, search, edit, run

> Full SWE-bench: 3.8% (best retrieval) - 12.5% (GPT-4 Turbo agent)
» SWE-bench Verified: 500 tasks checked by human engineers

B3 Terminal

Yang et al. (2024), SWE-agent: Agent-Computer Interfaces Enable Automated Software Engineering
OpenAl (2024), Introducing SWE-bench Verified



Terminal agents

f ) ( Nt A
& Task Architecture 225 Docker Container
Given to agent
e - [ £ Agent Execution ] - [ ¢ Test Execution & Results ]
CS@ Docker container (from Dockerfile)

¢} Instruction (from task.yaml)

Re-implement the COBOL program
located in /app/src/

1s data/

: ACCOUNTS.DAT BOOKS.DAT TRANSACTIONS.DAT
program.cbl, in Python. Your

script must produce identical
results to the COBOL baseline.

, , PASSED @ test_required_files_exist
sed -n '1,60p' data/ACCOUNTS.DAT FAILED ® test_data_files_exist - File

UOB1John Doe PEOOOO1180UBG2Jane Smith not found: BOOKS.DAT

FAILED test_program_output - Account

Other task files (not given) cobc src/program.cbl balance mismatch

[) run-tests.sh ./program

[ tests/ 1 passed, 2 failed in 0.07s
Y solution.sh

[) task.yaml (other fields)
N\ _/ \_

> Task: instruction + Docker container + time limit

~ Tests check the final container state, not the commands
- 89 tasks: train models, build Linux, reverse-engineer binaries

Merrill et al. (2026), Terminal-Bench: Benchmarking Agents on Hard, Realistic Tasks in Command Line Interfaces



Terminal agents

» Best: 63% (Codex CLI +
GPT-5.2); best open-
weight: 36%

> Top command failure:

tool not installed or not
on PATH

> Some runs: 2 hours and
~100M tokens on one
task

GPT-5.2 (Codex CLI) -
Claude Opus 4.5 (Terminus 2) —

Gemini 3 Pro (Terminus 2)

Gemini 3 Flash (Terminus 2)
GPT-5 (Codex CLI) - -
Claude Sonnet 4.5 (Terminus 2) —

Claude Opus 4.1 (Terminus 2) .

Kimi K2 Thinking (Terminus 2) _—

Gemini 2.5 Pro (Terminus 2) _—
GPT-5-Mini (Codex CLI) .

MiniMax M2 (Terminus 2) _

Claude Haiku 4.5 (Mini-SWE-Agent) —_—
Grok 4 (Mini-SWE-Agent)
Kimi K2 Instruct (Terminus 2)
Grok Code Fast 1 (Mini-SWE-Agent)
GLM 4.6 (Terminus 2) R
Qwen 3 Coder 480B (OpenHands) e
GPT-0SS-120B (Terminus 2)
Gemini 2.5 Flash (Mini-SWE-Agent) —_—

GPT-5-Nano (Codex CLI) _—

GPT-0SS-20B (Mini-SWE-Agent)

0% 10% 20% 30% 40% 50% 60%
Resolution Rate

Merrill et al. (2026), Terminal-Bench: Benchmarking Agents on Hard, Realistic Tasks in Command Line Interfaces



Code agent progress

» 37% of Claude.ai conversations: computer & math tasks

> This was BEFORE CC

Anthropic (2025), The Anthropic Economic Index

Anthropic (2025), Anthropic Economic Index: Al’s Impact on Software Development
Becker et al. (2025), Measuring the Impact of Early-2025 Al on Experienced Open-
Source Developer Productivity

</> Computer & Mathematical

Top Titles

& Computer Programmers

= Software Developers, Systems
Software

& Software Developers, Applications

Top Tasks

2 Develop and maintain software
applications and websites

22 Program and debug computer
systems and machinery

42 Design & maintain database systems

for data management and analysis

Office & Administrative

Top Titles

& Bioinformatics Technicians

& Statistical Assistants

£ Word Processors

Top Tasks

2 Perform routine IT system
administration and maintenance

2 Provide comprehensive customer
service and support

& Record, analyze, and report
operational and research data

6.1%

S

3.4%

16.8%

6.9]

2.3%

2.9%

0.4%

0.4%

1.8%

0.7%

0.6

o/

0/
/0

0/

0/

0/
0

0/

0/

0/

0/

0/

0/

/
%

o Arts & Media

Top Titles

&= Technical Writers

= Copy Writers

= Editors

Top Tasks

% Produce and perform in film, TV,
theater, and music

/2 Manage organizational public
relations & strategic comms

42 Develop & execute multi-industry

marketing & promotional strategies

A Life, Physical & Social Science

Top Titles

& Clinical Psychologists

= Historians

= Anthropologists

Top Tasks

22 Conduct academic research and
disseminate findings

£ Record, analyze, and report
operational and research data

42 Conduct chemical analyses and
experiments on various substances

1.8%
1.6%

1.3%

1.8%

6.4%

0.5%
0.4%

0.4%

1.2%
0.5%

0.3%

¥ Education & Library

Top Titles

& Tutors

& Archivists

= Instructional Designers

Top Tasks

2 Design and develop comprehensive
educational curricula and materials

2 Teach and instruct diverse subjects
across educational settings

42 Manage book and document
publishing processes

B Business & Financial

Top Titles

B Security Management Specialists

& Credit Counselors

= Financial Analysts

Top Tasks

42 Analyze financial data & develop
investment & budgeting strategies

2 Provide personal financial advice
and education

2 Record, analyze, and report
operational and research data

9.3%

1.6%

1.5%

0.8%

1.9%

1.7%

1.4%

0.5%

0.4%

0.4%

0.8%

0.8%

0.4%



Augment vs. Automate

> Claude Code: 79% automation vs. 49% on Claude.ai

Distribution of Automative and Augmentative
Behaviors in Claude.ai vs. Claude Code

Automation

Claude.ai Y 21.3%
35.8%

| 50% | 60% | 70% | 80%

Claude Code

|0 10% 20% 30% | 40%

Percentage of Conversations

Augmentation
Directive
Claude.ai Bl Feedback Loop
Learning
B Task Iteration
B Validation
Claude Code 12.7%
|0 | 10% | 20% 30% 40% 50% 60% 70% 80%

Percentage of Conversations

Anthropic (2025), The Anthropic Economic Index
Anthropic (2025), Anthropic Economic Index: Al’s Impact on Software Development
Becker et al. (2025), Measuring the Impact of Early-2025 Al on Experienced Open-Source Developer Productivity



Code agent progress

Length of software tasks that
different LLMs can complete 50% of the time OMETR

Measurements above 16 hrs are unreliable

with our current task suite
Claude Mythos

16 hours :
Optimally reduce the size of a language model Claude Opus 4.6@  Preview (early)

4 hours + Train adversarially robust image model Ps q
o3 @

1 hour - ; - = O
Train classifier
ol ®

ol-preview @ @

o
GPT-40 @

GPT-4 @ [

Find fact on web
6 Mmin -

Count words in passage

36 secC GPT-35@

Task duration (for humans)
where logistic regression of our data

Answer question
GPT-3 @

predicts the Al has a 50% chance of succeeding

“sec ggpt-2

| | | | | |
2020 2021 2022 2023 2024 2025 2026
LLM release date

Time Horizon 1.1 (Current) v Log Scale 50% Success S

» Task length agents finish at 50% success: doubles every ~7 months
> Measured in human expert time; 03 (2025): ~110 minutes

Kwa et al. (2025), Measuring Al Ability to Complete Long Tasks



» SWE-bench Verified: top scores

> Terminal-Bench 2.0: best score
nearly doubled in 8 months

70%

60%

50%

40%

30%

20%

10%

0%

Code agent progress

~97%, close to saturated

GPT-5.2

0 Claude Opus 4.5
@ Gemini 3 Pro
Gemini 3 Flast
GPT-S nin ash
- Model Family
Claude Sonnet 4.5 GPT
Claude
Claude Opus 4.1 Gemini
Kimi K2 Thinking o MiniMax
Kimi
GPT-5-Mini
Gemini 2.5 Pro Claude Halku 4.5 . .\ M2 GLM
Grok 4 ) A ® Qwen
Kimi K2 Instruct GPT-0SS
Qwen 3 Coder 4808 . . - Grok
° Grok Code Fast 1 ~ GLM 4.6 ro
T-0SS-1208B
Gemini 2.5 Flash
T-5-Nar
GPT-055-208B
oP° o oP° o o 2 o o2 o
<’L v (\’L NG v 7 X, Q’L (,7’
po wl W W o R o¢ WO o¢

Model Release Date

10

Systems (88)

A\

4

&

=<

Claude Opus 5

DeepSeek V4 Pro 0813 '$

GPT-5.6 Sol

Grok 4.6

GPT-5.6 Terra

GLM 5.3

Claude Fable 5

Kimi K3

GPT-5.6 Luna

GLM 5.3 Flash

Harness

i

e

Mini-SWE-agent

Mini-SWE-agent

Mini-SWE-agent

Mini-SWE-agent

Mini-SWE-agent

Mini-SWE-agent

Mini-SWE-agent

Mini-SWE-agent

Mini-SWE-agent

Mini-SWE-agent

97.

96.

96.

Son

98-

9S8

95.

93.

93.

92.

Score

00 %

40 %

20 %

60 %

40 %

40 %

00 %

40 %

00 %

00 %

.76

.83

.86

.92

.94

.94

.98

.11

14

.21

Cost / Test
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Epoch Al (2026), SWE-bench Verified; Vals Al (2026), SWE-bench Verified Leaderboard
Merrill et al. (2026), Terminal-Bench: Benchmarking Agents on Hard, Realistic Tasks in Command Line Interfaces
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Model vs. harness

i ) i Tools: bash, ed )
ools: bash, edit,
System prompt <earch / \
- Y - Y
. Environment
repo, shell, tests,
Model < A
ardware
4 R 4 R \ /
Context + memory Loop + stop rule

\Z | | /

> Model: weights; tokens in, tokens out

~ Harness: everything else (Claude Code, Codex CLI, SWE-agent)

Anthropic (2024), Building Effective Agents
Anthropic (2025), Effective Harnesses for Long-Running Agents



Model vs. harness

> Same model, better interface: 11% — 18% on SWE-bench Lite

> Same model, other harness: +17% (Gemini 2.5 Pro, Terminal-Bench)
> Same harness, stronger model: +52% (Codex CLI, GPT-5.2 vs. Nano)
- Leaderboards fix one minimal harness to compare models

Model Name Agent Name Resolution Rate  Input Tokens Output Tokens
GPT-5.2 Codex CLI 629% +=3.0% 137.5M 2.3M
Claude Opus 4.5 Terminus 2 57T8% £ 2.5%  3.9M 1.3M
Gemini 3 Pro Terminus 2 56.9% = 2.5%  5.1M 2.2M
GPT-5.2 Terminus 2 5340% £ 29%  12.4M 2.6M
Claude Opus 4.5 Claude Code 52.1% £ 2.5%  256.9M 0.8M
Claude Opus 4.5 OpenHands 51.9% +£29%  151.4M 1.4M

Yang et al. (2024), SWE-agent: Agent-Computer Interfaces Enable Automated Software Engineering
Merrill et al. (2026), Terminal-Bench: Benchmarking Agents on Hard, Realistic Tasks in Command Line Interfaces



Post-training for code

maxg Eq-rz, [R(T)], R(7) = 1|tests pass|

Reward is checked by code, not by people

SWE-RL: reward = match to human patch; 70B - 41% Verified
DeepSWE: RL inside the agent loop; 23% = 42% in 200 steps
Bottleneck is environments: Qwen3-Coder runs 20K in parallel

CPU is often the bottleneck here (loading docker, loading
environment, executing)

Models learn to game the checker (edit tests, patch the grader)

Wei et al. (2025), SWE-RL: Advancing LLM Reasoning via Reinforcement Learning on Open Software Evolution
Agentica & Together Al (2025), DeepSWE: Training a Fully Open-sourced, State-of-the-Art Coding Agent by Scaling RL
Qwen Team (2025), Qwen3-Coder: Agentic Coding in the World

Von Arx et al. (2025), Recent Frontier Models Are Reward Hacking



Harness engineering

- ~N - ~N - ~N
Session |: fresh context > Session 2: fresh context > Session 3: fresh context
_ ] y _ i y _ ] y
( \ 4 \ 4 \ 4 \
Repo: progress notes + git history + tests
\_ ),

> Humans designh the environment; agents do optimization
> OpenAl: ¥1M lines, none written by hand, in 5 months

» Context tools: compaction, note files, sub-agents

~ Skill files, AGENTS.md, custom tools, tests

Lopopolo (2026), Harness Engineering: Leveraging Codex in an Agent-First World
Anthropic (2025), Effective Context Engineering for Al Agents
Anthropic (2025), Effective Harnesses for Long-Running Agents



Takeaways

» Language was being interpreted into logical forms that looked like code
for a long time (including in formal semantics)

>~ Rather than doing this with parsers, now we just use seg2seq models

» Powerful enough models will almost always generate code that
compiles. You don’t need special constraints on the output.

> ...and because of pre-training, rather than using customized DSLs, we just
use source code because models have seen more of it

» Coding agents work remarkably well and are changing the way we code



